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NERSC is DOE in HPC Production 
Computing Facility  

NERSC computing for science 

Å4000 users, 500 projects 
ÅFrom 48 states; 65% from universities  
ÅHundreds of users each day 
Å1500 publications per year 
Systems designed for science 

Å1.3PF Petaflop Cray system, Hopper 
- 3nd Fastest computer in US  
- Fastest open Cray XE6 system 
- Additional .5 PF in Franklin system and 

smaller clusters  
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3 Images from David Randall, Paola Cessi, John Bell, T Scheibe 

ÅUser I/O needs growing 
each year in the 
scientific community 

ÅData from sensors, 
detectors, telescopes, 
genomes adding flood of 
data 

ÅFor many users I/O 
parallelism is mandatory 

ÅI/O remains a bottleneck 
for many groups  

 

Ever Increasing Data Sets 



4 Images from David Randall, Paola Cessi, John Bell, T Scheibe 

Why is Parallel I/O for science 
applications so difficult? 

ωScientists think about 
data in terms of their 
science problem: 
molecules, atoms, grid 
cells, particles  

ωUltimately, physical 
disks store bytes of 
data  

ωLayers in between, the 
application and physical 
disks are at various 
levels of sophistication   
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ÅWish List 
ïWrite data from multiple processors into a single file 
ïFile can be read in the same manner regardless of the 

number of CPUs that read from or write to the file.  
ïDo so with the same performance as writing one-file-

per-processor 
ïAnd make all of the above portable from one machine 

to the next 

ÅInconvenient Truth: Scientists need to understand  
I/O infrastructure in order to get good 
performance  

 

 

Parallel I/O:  
A User Perspective 
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I/O Hierarchy Slide 

Storage Device 

Parallel File System 

MPI-IO Layer 

High Level IO Library 

Application 
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Storage Media 

Magnetic Hard Disk 
Drives 

Magnetic Tape 
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Magnetic Hard Disk Drives 

Source: Popular Science, Wikimedia Commons 
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ÅCapacity (in MB, GB, TB) 

ïMeasured by areal density 

ïAreal density = track density * linear 
density 

ÅTransfer Rate (bandwidth) ς MB/sec 

ïRate at which a device reads or writes 
data 

ÅAccess Time (milli-seconds) 

ïDelay before the first byte is read 

 

Some definitions 
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ÅT(access) = T(seek) + T(latency) 

ïT(seek) = time to move head to correct track 

ïT(latency) = time to rotate to correct sector 

 

ÅT(seek) = ~10 milli-sec 

ÅT(latency) = 4.2 milli-sec 

 

ÅT(access) = 14 milli-sec!! 

ÅHow does this compare 

 to clock speed?  

 

 

Access Time 

Image from 
Brenton 
Blawat 
 ~100 Million flops in the time it takes to access disk 
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ÅHard disk drives operate at about 30-~300s MB/s 

ÅAreal density getting higher 

ÅImproved magnetic coating on platters 

ÅMore accurate control of head position on platter 

ÅRotational rates slowly increasing 

Å²ƘŀǘΩǎ ǘƘŜ ǇǊƻōƭŜƳΚ 

 

²Ƙȅ ƛǎƴΩǘ ŀ ƘŀǊŘ ŘǊƛǾŜ ŦŀǎǘŜǊΚ 

Å9ƭŜŎǘǊƻƴƛŎǎ ǎǳǇǇƻǊǘƛƴƎ ǘƘŜ ƘŜŀŘ ŎŀƴΩǘ 
keep up with increases in density 

ÅAccess time always a fixed cost 
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Disk Transfer Rates over Time 

Thanks to R. Freitas of IBM Almaden Research Center for providing much of the 
data for this graph. 
 12 Slide from Rob Ross, Rob Latham at ANL 
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ÅIndividual disk drives obviously not fast enough 
for supercomputers 

ÅNeed parallelism 

ÅRedundant Array of Independent Disks 

 

RAID 

ωDifferent configurations of RAID offer various 
levels of data redundancy and fail over protection  
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File Systems 

14 
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ÅSoftware layer between the Operating System and 
Storage Device which creates abstractions for 

ïFiles 

ïDirectories 

ïAccess permissions 

ïFile pointers 

ïFile descriptors 

ÅMoving data between memory and storage devices 

ÅCoordinating concurrent access to files 

ÅManaging the allocation and deletion of data blocks on 
the storage devices 

ÅData recovery 

What is a File System? 

WΦaΦ aŀȅ άtŀǊŀƭƭŜƭ Lh ŦƻǊ IƛƎƘ tŜǊŦƻǊƳŀƴŎŜ /ƻƳǇǳǘƛƴƎ  
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ÅFile systems allocate space in 
άōƭƻŎƪǎέΣ ǳǎǳŀƭƭȅ ƳǳƭǘƛǇƭŜǎ ƻŦ 
Řƛǎƪ άǎŜŎǘƻǊέ 

ÅA file is created by the file 
system on one or more unused 
blocks 
ïThe file system must keep track 

of used and unused blocks 

ïAttempts to allocated nearby 
blocks to the same file 

From disk sectors to files 
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ÅData about data 

ÅFile systems store information about files 
externally to those files. 

ÅLinux uses an inode, which stores information 
about files and directories  (size in bytes, device 
id, user id, group id, mode, timestamps, link info, 
ǇƻƛƴǘŜǊǎ ǘƻ Řƛǎƪ ōƭƻŎƪǎΣ ŦƛƭŜ ǎƛȊŜΧύ 

Å!ƴȅ ǘƛƳŜ ŀ ŦƛƭŜΩǎ ŀǘǘǊƛōǳǘŜǎ ŎƘŀƴƎŜ ƻǊ ƛƴŦƻ ƛǎ 
desired (e.g., ls ςl) metadata has to be retrieved 
from the metadata server  

Inodes store Metadata 
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Å¸ƻǳǊ ƭŀǇǘƻǇ Ƙŀǎ ŀ ŦƛƭŜ ǎȅǎǘŜƳΣ ǊŜŦŜǊǊŜŘ ǘƻ ŀǎ ŀ άƭƻŎŀƭ ŦƛƭŜ ǎȅǎǘŜƳέ 

ÅA networked file system allows multiple clients to access files  

ïTreats concurrent access to the same file as a rare event 

ÅA parallel file system builds on concept of networked file system 

ïEfficiently manages hundreds to thousands of processors 
accessing the same file concurrently 

ïCoordinates locking, caching, buffering and file pointer 
challenges 

ïScalable and high performing  

 

File Systems 

WΦaΦ aŀȅ άtŀǊŀƭƭŜƭ Lh ŦƻǊ IƛƎƘ tŜǊŦƻǊƳŀƴŎŜ /ƻƳǇǳǘƛƴƎ  

GPFS 
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Generic Parallel File System 
Architecture 

Compute 
Nodes 

Internal 
Network 

Storage 
Hardware -- 
Disks 

Disk controllers - 
manage failover 

I/O Servers 

External 
Network - 
(Likely FC) 

MDS I/O I/O I/O I/O I/O I/O I/O 
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Lustre file system on Hopper 
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Note: SCRATCH1 and SCRATCH2 have identical configurations. 
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ÅBuffering  

ïUsed to improve performance 
ÅFile system collects full blocks of data before transferring data to disk  

ÅFor large writes, can transfer many blocks at once 

ÅCaching 

ïFile system retrieves an entire block of data, even if all data 
was not requested, data remains in the cache 

ÅCan happen in many places, compute node, I/O server, 
disk 

ÅNot the same on all platforms 

ÅLƳǇƻǊǘŀƴǘ ǘƻ ǎǘǳŘȅ ȅƻǳǊ ƻǿƴ ŀǇǇƭƛŎŀǘƛƻƴΩǎ ǇŜǊŦƻǊƳŀƴŎŜ 
rather than look at peak numbers 

 

File Buffering and Caching 
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Data Distribution  
in Parallel File Systems 

22 
Slide Rob Ross, Rob Latham at ANL 
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Most parallel file systems use locks to manage concurrent access 
to files 

ÅFiles are broken up into lock units, (also called blocks) 

ÅClients obtain locks on units that they will access before 
I/O occurs 

ÅEnables caching on clients as well (as long as client has a lock, it 
knows its cached data is valid) 

ÅLocks are reclaimed from clients when others desire access  

Locking in Parallel File Systems 
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If an access touches any 

data in a lock unit, the 

lock for that region must 

be obtained before access 

occurs. 

Slide from Rob Ross, Rob Latham at ANL 
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Locking and Concurrent Access 

24 Slide from Rob Ross, Rob Latham at ANL 

Question -- what would happen if writes were smaller than lock units? 
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How will the parallel file system perform with small 
writes (less than the size of a lock unit)? 

Small Writes 

25 
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Access Patterns 

Memory 

File 

Contiguous 

Memory 

File 

Contiguous in 
memory, not in file 

Memory 

File 

Contiguous in file, not 
in memory 

Memory 

File 

Dis-contiguous  

Mem 

File 

Bursty 
T

im
e 

Memory 

File 

Out-of-Core 
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bƻǿ ŦǊƻƳ ǘƘŜ ǳǎŜǊΩǎ Ǉƻƛƴǘ 
of view 

27 
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Serial I/O  

0 1 2 3 4 

File 

processors 

Each processor sends its data to the 
master who then writes the data to a file 

5 

ÅAdvantages 

ωSimple 

ωMay perform ok for very small IO sizes 

ÅDisadvantages 

ωNot scalable 

ωNot efficient, slow for any large 
number of processors or data sizes 

ω May not be possible if memory 
constrained 
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Parallel I/O Multi-file  
0 1 2 3 4 

File File File File File 

processors 

ÅAdvantages 
ωSimple to program 

ωCan be fast -- (up to a point) 

ÅDisadvantages 
ωCan quickly accumulate many files 

ωHard to manage 

ωRequires post processing 

ωDifficult for storage systems, HPSS, to handle many small files 

ωCan overwhelm the file system with many writers 

 

5 

File 

Each processor writes its own data to a separate file 
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CƭŀǎƘ /ŜƴǘŜǊ Lh bƛƎƘǘƳŀǊŜΧ 
ωLarge 32,000 processor run on LLNL BG/L 

ωParallel IO libraries not yet available 

ωIntensive I/O application 

ςcheckpoint files .7 TB, dumped every 4 hours, 200 dumps 

ςplotfiles - 20GB each, 700 dumps 

ςparticle files 1400 particle files 470MB each 

ω154 TB of disk capacity 

ω74 million files! 

ωUnix tool problems 

ωTook 2 years to sift though data, sew files together 
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Parallel I/O Single-file  

0 1 2 3 4 

File 

processors 

ÅAdvantages 

ωSingle file 

ωManageable data 

ÅDisadvantages 

ωShared files may not perform as well as one-file-per-processor models 

5 

Each processor writes its own data to the same file using MPI-IO 
mapping 
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MPI-IO 

32 
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ÅParallel I/O interface for MPI programs 
ÅAllows users to write shared files with a simple 

interface 
ÅKey concepts: 
ïMPI communicators 
ïFile views 
ÅDefine which parts of a file are visible to a given 

processor 
ÅCan be shared by all processors, distinct or partially 

overlapped 

ïCollective I/O for optimizations 
 

 

What is MPI-IO? 

33 



34 34 

Å Independent I/O operations specify only what a single process 
will do 
ïobscures relationships between I/O on other processes  

ÅCollective I/O is coordinated access to storage by a group of 
processes 
ïFunctions are called by all processes participating in I/O 

ïAllows I/O layers to know more about access as a whole, more 
opportunities for optimization in lower software layers, better 
performance 

Independent and Collective 
I/O P0 P1 P2 P3 P4 P5 P0 P1 P2 P3 P4 P5 

Independent I/O Collective I/O 

Slide from Rob Ross, Rob Latham at ANL 
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ÅCollective Buffering 

ïConsolidates I/O requests from all procs 

ïOnly a subset of procs (called aggregators) write to 
the file 

ïKey point is to limit writers so that tasks are not 
competing for same I/O block of data 

ïVarious algorithms exist for aligning data to block 
boundaries 

ïCollective buffering is controlled by MPI-IO hints: 
romio_cb_read, romio_cb_write, cb_buffer_size, 
cb_nodes, cb_config_list 

MPI-IO Optimizations 

35 
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ÅWhen to use collective buffering  

ïThe smaller the write, the more likely it is to benefit from 
collective buffering 

ïLarge contiguous I/O will not benefit from collective 
buffering.  (If write size is larger than I/O block then there 
will not be contention from multiple procs for that block.) 

ïNon-contiguous writes of any size will not see a benefit 
from collective buffering 

When to use collective 
buffering 

36 
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But how does MPI-IO perform? 

IO Test using IOR benchmark on 576 cores on 
Hopper with Lustre file system 

Transfer Size Transfer Size 

MPI-IO performance depends on the file system, 
MPI-IO layer and data access pattern 

Hard sell 
to users 
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ÅMPI-IO is in the middle of the I/O stack 

ÅProvides optimizations typically low 
performing I/O patterns (non-contiguous I/O 
and small block I/O) 

ÅPerformance highly depends on the vendor 
implementation of MPI-IO 

ÅYou could use MPI-IO directly, but better to 
use a high level I/O library 

MPI-IO Summary 

38 
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High Level Parallel I/O Libraries 
(HDF5) 

39 
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ÅASCII:   
ïSlow 
ïTakes more space! 
ï Inaccurate 

ÅBinary 
ïNon-portable (eg. byte ordering and types sizes) 
ïNot future proof 
ïParallel I/O using MPI-IO 

ÅSelf-Describing formats 
ïNetCDF/HDF4, HDF5, Parallel NetCDF 
ïExample in HDF5: API implements Object DB model in portable file 
ïParallel I/O using: pHDF5/pNetCDF (hides MPI-IO) 

ÅCommunity File Formats 
ïFITS, HDF-EOS, SAF, PDB, Plot3D 
ïModern Implementations built on top of HDF, NetCDF, or other self-

describing object-model API 

Common Storage Formats 

Many NERSC users at 
this level.  We would 

like to encourage 
users to transition to 

a higher IO library 
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ÅAn API which helps to express scientific simulation data in a 
more natural way 

ïMulti-dimensional data, labels and tags, non-contiguous 
data, typed data 

ÅSits on top of MPI-IO 

ÅSimplicity for visualization and analysis 

ÅPortable format -take input/output files to different machine 

ÅExamples: 

ïHDF5  http://www.hdfgroup.org/HDF5/ 

ïParallel NetCDF http://trac.mcs.anl.gov/projects/parallel-netcdf 

 

 

What is a High Level Parallel I/O 
Library? 

http://www.hdfgroup.org/HDF5/
http://trac.mcs.anl.gov/projects/parallel-netcdf
http://trac.mcs.anl.gov/projects/parallel-netcdf
http://trac.mcs.anl.gov/projects/parallel-netcdf
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ÅGroups 

ïArranged in directory hierarchy 

ïǊƻƻǘ ƎǊƻǳǇ ƛǎ ŀƭǿŀȅǎ ΨκΩ 

ÅDatasets 

ïDataspace 

ïDatatype 

ÅAttributes 

ïBind to Group & Dataset 

HDF5 Data Model 

ñ/ò 

(root) 

ñDataset0ò 

type,space 

ñDataset1ò 

type, space 

ñsubgrpò 

ñtimeò=0.2345 

ñvalidityò=None 

ñauthorò=Jane Doe 

ñDataset0.1ò 

type,space 

ñDataset0.2ò 

type,space 

ñdateò=10/24/2006 
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P0 

P1 
File 

Example 1: Writing dataset by rows 

P2 

P3 

NY 

NX 

Each task must calculate an 
offset and count of data to store 

count[0 ]=2  

count[1 ]=4  

offset[ 0]=2  

offset[ 1]=0  
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Writing by Chunks: Output of 
h5dump 

HDF5 ògrid_rows.h5" {  

GROUP "/" {  

   DATASET òDataset1" { 

      DATATYPE  H5T_IEEE_F64LE   

      DATASPACE  SIMPLE { ( 8, 4 ) / ( 8, 4 ) }  

      DATA {  

         3.2, 4.3, 5.6, 7.9,  

         5.2, 2.1, 4.5, 8.9,  

         5.7, 7.0, 3.4, 2.3,  

         2.1, 1.9, 5.4, 4.2,  

         3.3, 6.4, 4.7, 3.5,  

         3.5, 2.9, 2.3, 6.8,  

         4.8, 2.4, 8.1, 4.0,  

         7.3, 8.1, 4.8, 5.1  

      }  

   }  

}  
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P0 P2 

File 

Example 2: Writing dataset by chunks 

P1 P3 

NY 

NX 

count[0 ]=4  

count[1 ]=2  

offset[ 0]=4  

offset[ 1]=0  
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Writing by Chunks: Output of 
h5dump 

HDF5 òwrite_chunks.h5" { 

GROUP "/" {  

   DATASET òDataset1" { 

      DATATYPE  H5T_IEEE_F64LE   

      DATASPACE  SIMPLE { ( 8, 4 ) / ( 8, 4 ) }  

      DATA {  

         3.2, 4.3 , 5.6, 7.9 ,  

         5.2, 2.1 , 4.5, 8.9 ,  

         5.7, 7.0 , 3.4, 2.3 ,  

         2.1, 1.9 , 5.4, 4.2 ,  

         3.3, 6.4 , 4.7, 3.5,  

         3.5, 2.9, 2.3, 6.8,  

         4.8, 2.4, 8.1, 4.0,  

         7.3, 8.1, 4.8, 5.1  

      }  

   }  

}  
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Basic Functions  

H5Fcreate (H5Fopen)     create (open) File 
 
 H5Screate_simple/H5Screate create dataSpace 
 
    H5Dcreate (H5Dopen) create (open) Dataset 
        
                H5Sselect_hyperslab    select subsections of data 
 
        H5Dread, H5Dwrite access Dataset 
 
    H5Dclose   close Dataset 
 
 H5Sclose          close dataSpace 
 
H5Fclose    close File 
     

47 
NOTE: Order not strictly specified. 
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ÅHand tuned I/O for a particular architecture will 
ƭƛƪŜƭȅ ǇŜǊŦƻǊƳ ōŜǘǘŜǊΣ ōǳǘ Χ 

ÅPurpose of I/O libraries is portability, longevity, 
simplicity, and productivity 

ÅHigh level libraries follow performance of 

ÅWhen code is ported to a new machine user is 
required to make changes to improve IO 
performance 

ÅLet other people do the work 

ïHDF5 can be optimized for given platforms and file 
systems by library developers 

But what about performance? 
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ÅMore reliable than hard disk drives 

ïNo moving parts 

ïWithstand shock and vibration 

Åάbƻƴ-ǾƻƭŀǘƛƭŜέ ǊŜǘŀƛƴ Řŀǘŀ ǿƛǘƘƻǳǘ ǇƻǿŜǊ 

ÅSlower than DRAM memory, faster than hard 
disk drives 

ÅRelatively cheap 

 

 

Solid State Storage 
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ÅIn HPC we like to move data around 
ïFast interconnects 

ïParallel file systems 

ïDiskless nodes 

ÅHow does this contrast to other organizations 
with large data problems?  (Google, Yahoo, 
Facebook) 
ïSlow interconnects 

ïLocal disk on compute nodes 

ïMove the computation to the data 

New Technologies 

Not all HPC problems can be setup in a map-
reduce structure, but with more datasets coming 

from sensors, detectors and telescopes, what 
can HPC learn from the Hadoop model?  
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ÅThink about the big picture 
ïRun time vs Post Processing trade off 

ïDecide how much IO overhead you can afford 

ïData Analysis 

ïPortability 

ïLongevity 

ïStorability 

ÅWrite and read large blocks of I/O where ever 
possible 

Recommendations 
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Recent Cover Stories from 
NERSC Research 

NERSC is enabling new high quality science across 

disciplines, with over 1,600 refereed publications last year 

W. Dorland 
2010 

L.Sugiyama 
2010 

V. Daggett 
2010 

E. Bylaska 
2010 

A Fedorov 
2010 T Head-Gordon 

2010 

T Head-Gordon 
2010 

H. Guo 
2010 

S. Salahuddin 
2010 

Pennycook   2010 

U. Landman 
2010 

P. Liu 
2010 


